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This paper presents a counterintuitive Pre-Sprint Work 
Balancing methodology that has substantially increased the 
ability of our highly heterogeneous Scrum [1] team to deliver 
what it promises at the end of each sprint. The process 
essentially consists of preplanning steps that acknowledge both 
the heterogeneity in developer’s time and skill level, as well as 
Product Owner priorities. These preplanning activities act as a 
starting point for negotiations with the team during the Sprint 
Planning Meeting.  For our team, delivery of all promised tasks 
in a sprint has increased from less than 1/3 of our sprints to 
more than 2/3, with indications that we are heading towards 
nearly 100% delivery. 

Keywords-Agile development, Scrum, agile practices, sprint 
backlog planning, sprint backlog grooming, planning meeting. 

I.  INTRODUCTION 

A. General Background and Context 
Our novel planning approach is applied to a software 

development team at Sandia National Laboratories in 
Albuquerque, New Mexico. Sandia is one of the three 
national nuclear weapons laboratories operated by the United 
States Government’s Department of Energy. Sandia has 
approximately 8000 employees, with 7000 in Albuquerque, 
NM and 1000 Livermore, CA. Our development team, the 
Thermal/Fluids Scrum Team, is one of six Scrum teams 
producing physics-based engineering software in the 
Computational Simulation organization in which our 
department resides.  We are the Scrum Master (SM) and 
Product Owner (PO) of the team. 

Specifically, our team of 17 full- and part-time 
developers is in the Computational Thermal and Fluid 
Mechanics department of our organization, and we are 
responsible for fluid mechanics and heat transfer software.  
In the Computational Simulation organization there are 
approximately 50 full time developers.  Our organization 
provides computer programs, predominantly written in C++, 
to engineering analysts who use the capability to support 
design and assessment of engineering systems in various real 
world environments, involving both normal operation and 
accident scenarios. Our programs solve the mathematical 
equations that govern various physical phenomena.  The goal 
is to use the numerical simulation that our software provides 
to create a virtual design and test environment for product 
hardware that both reduces cost and shortens schedules for 
the laboratory’s hardware products. Our team is actively 
developing three thermal/fluid applications using a general 

infrastructure called the Sierra Toolkit that is built by another 
team within the organization. Our applications simulate the 
aerodynamic and fire environment portion of normal and 
accident simulations, and the thermal/fluid response of the 
laboratory’s engineering products to these environments. 

Our target platforms are, predominantly, massively 
parallel computers running various flavors of Unix, with our 
development done on platforms ranging from multi-core PC-
based hardware running Linux to massively parallel 
computers, many of which are found in the Top500 
Supercomputing Sites [2].  For running simulations our 
engineering analyst users typically utilize these massively 
parallel computers. Another team in our organization 
develops the only product that has a graphical user interface, 
the grid generator Cubit, which also supports Microsoft 
Windows. The rest depend on text input files hand-edited by 
our users and are restricted to Unix operating systems. There 
are currently efforts underway in other groups to wrap the 
text input files in a graphical user interface. 

Our organization began using Scrum in January 2008, 
beginning with three Scrum teams, after sending three 
developers to training to become certified Scrum Masters.  
The teams initially were small and their projects had limited 
scope, restricted to only a handful of the software activities 
that were occurring in a few departments.  Scrum was 
successful and over approximately two years the number and 
size of teams grew to encompass all development work in 
our organization.  All six teams have sprints that begin in the 
same week and we have always utilized three-week sprints. 

The Thermal/Fluids Scrum Team is currently made up of 
seven core developers who are typically full time on the 
team, six core developers who are part time but participate in 
nearly every sprint, and four developers who are part time 
but do not participate every sprint. Only the full-time 
developers are in our department, as the others are matrixed 
in from other organizations. Our development team is made 
up almost entirely of personnel with PhDs in various 
disciplines such as Aerospace, Chemical and Mechanical 
Engineering as well as Physics and Mathematics. 

B. Challenges 
As discussed below, our team was having difficulty 

delivering the user stories it committed to every sprint. 
Originally, we believed this was due to the high research 
content of the software, but later realized that heterogeneous 
aspects of the team were the primary source of the problem.  
In the remainder of this paper we describe how we addressed 
the issue of delivery in a highly heterogeneous team, not by 
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changing the nature of the team but by instead implementing 
what we have termed Pre-Sprint Work Balancing to establish 
a starting point for negotiations between the PO and the 
development team when entering the Sprint Planning 
Meeting.  Discussions below also include the mechanics of 
implementing our methodology and a critical look at its 
application. 

II. THE HETEROGENEOUS TEAM 
Ideally, a Scrum team is made up of five to nine 

developers, all full-time, with overlapping skill sets [1].  We 
view this as a homogeneous team.  On such a team, the skill 
sets overlap to such a degree that that the team members, 
once agreeing to a sprint backlog of user stories to be 
completed during the current iteration, can self organize and 
divide the labor amongst themselves [3].  This ultimately 
results in the delivery of completed user stories by the end of 
the iteration, sprint after sprint.  Good teams continually 
improve their cross-functional ability by utilizing practices 
such as pair programing, peer code review and working in 
team rooms. 

Our team’s makeup is what we refer to as heterogeneous 
team, which we suspect is rather common.  As detailed 
below, there are four drivers that cause heterogeneity into 
our team.  The first is staffing considerations that force a mix 
of part time and full time developers. The second is that the 
development work requires specialization of development 
skills for which no individual developer can span the 
spectrum. The third is geographic distance.  We have 
developers in NM, CA, and external consultants. Finally, 
while much of the funding is pooled toward each sprint, 
specific tasks are sometimes targeted. 

Our team is larger than nine developers.  In our last seven 
sprints we had an average of 13.4 developers, with an 
average of 5.6 having a 50% time allocation or less.  These 
5.6 are our part-time developers who come from a pool that 
is currently made up of 10 people, thus there is a large 
amount of flux in personnel each sprint. 

Our developers are highly specialized.  This 
specialization is seen somewhat in programming skills, to a 
higher degree in familiarity with the three applications we 
develop, but mostly in analytical specialty. As mentioned 
above, our work involves numerically solving the 
mathematical equations that govern physical phenomena.  
Our developers work closely with our stakeholders to derive 
and implement the algorithms needed to solve these 
equations, thus there is a very complex analysis and design 
aspect to their work.  The skills needed to perform this 
analysis and design are highly specialized and are the 
subjects in which many of our developers obtained their 
PhDs.  There is some commonality in the numerical 
techniques used to solve the equations, resulting in an 
overlap of skill sets, but the skills needed to discretize the 
equations so they can be solved numerically is specialized to 
the physical phenomena being modeled. 

Geographic and financial considerations also enforced 
heterogeneity. Having developers in CA and NM and 
consultants in other parts of the USA adds to the planning 
challenges. Fiscally, we often have one or two part-time 

developers joining our team for a few sprints for the specific 
purpose of adding a new physics model to one of our 
applications.  Their time is paid for by their organization for 
the specific purpose of adding the model, so they are not 
being paid to pull tasks from the sprint backlog as needed to 
help the team complete all its user stories.  One way to 
combat this would be to simply let this type of development 
work occur outside the Scrum process, but this would tend to 
fragment the team and not leverage Scrum’s benefits. 

In summary, we needed a process that would allow a 
highly heterogeneous team to deliver on its promises, 
accepting that we could not change the team sufficiently, 
primarily due to specialization and staffing considerations.  
Of course, there are many ways of overcoming specialization 
and those might be a solution for others, but realistically, not 
for us. 

III. THE PROBLEM: HETEROGENEOUS TEAMS AND NON 
DELIVERY  

Clearly there are many challenges created by 
heterogeneous teams.  For the SM and PO alone these 
include team building, scheduling and forecasting.  For us 
the biggest problem was delivering to our stakeholder all the 
user stories we committed to for the sprint.  In fiscal year 
2011, in 16 sprints we delivered all the user stories we 
committed to only 1/3 of the time. Unfortunately, this 
delivery pattern was the norm, and had been since 2008 
when we started.  As noted earlier, we believed at the time 
that this was primarily due to the heavy research component 
found in most of our user stories due to the physics nature of 
the software.  The numerical algorithms we use push the 
envelope of known methodologies, thus there tends to be a 
large unknown component in the majority of our work. 

Ideally, Agile methods should combat this by allowing 
the work to be broken down into small portions and fostering 
transparency as well as constant inspection and adaptation, 
allowing the research to be steered to a successful 
conclusion.  In addition, stakeholders are updated at the 
frequency of at least every sprint at the review meeting, 
ensuring they are aware of research progress.  We used, and 
still use, time boxing to allow for discovery to occur, and 
carefully negotiated our acceptance criteria to manage 
expectations.  However, we were still not delivering. 

Non-delivery is bad.  First and foremost, it breaks the 
trust between the Scrum team and its stakeholders.  Without 
this trust it is very hard to build a successful business 
relationship where your stakeholders continue to seek your 
services.  For those trying to champion Lean/Agile 
development practices in their organization [4], when the use 
of Lean/Agile finally exposes long existing problems such as 
non-delivery for all to see, Lean/Agile is then often blamed 
as the cause of the problems. 

Non-delivery also leads to waste.  It is very difficult for a 
PO to plan for the next sprint and beyond when they do not 
know until the end of the sprint what is actually going to be 
delivered. This leads to re-work in the sense that the PO is 
constantly reworking the sprint backlog.  In the worst case, 
the sprint backlog is actually created during the Sprint 
Planning Meeting, leading to a longer than needed meeting 
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with developers and others essentially sitting idle.  Constant 
communications with the team can mitigate this somewhat, 
but it is much easier when the team simply delivers what it 
promises. 

For the SM, non-delivery leads to endless tweaking of 
practices in an attempt to “fix” the team.  For the developers 
it leads to frustration and low morale.  They are continually 
hounded by the PO, SM and at some point management, all 
of which are in search of a solution to non-delivery, and they 
question their viability as a team. 

IV. OUR JOURNEY FROM OVER-COMMITMENT AND NON-
DELIVERY 

Our non-delivery problems are summarized in figure 1, 
Sprint Story Point History.  The plots show our estimated 
capacity in story points, our story points promised and our 
story points delivered for the 16 sprints in fiscal year 2011 
and the 10 sprints so far in fiscal year 2012.  For reasons 
described below, we do not have estimated capacity data for 
the sprints shown before 2011.  On each bar, a “�” appears 
where we delivered while an “�” accompanied by the story 
point deficit appears where we failed. We began using the 
techniques described in this paper in July 2011.  For the 
sprints before 7/20/11 we delivered on four out of 13, or 
31%.  Since then we have delivered on nine out of 13 or 
69%. 

Looking at the data, it is interesting that in all 10 non-
delivery sprints in 2011 and 2012, we were over capacity in 
all but two of the 10.  These two occurred after July.  In fact, 

before July we were over capacity in all but one sprint.  For 
the sprints that we estimated capacity, we failed eight out of 
the nine times when we were over capacity. 

A. A Story of Growth
The foundations for the current approach began in late 

2010 by questioning the relationships between team 
heterogeneity and true capacity.  At that point, the team was 
basing sprint capacity on its determination that we had an 
average velocity of approximately 35 story points and it was 
essentially a constant for the team, wrongly ignoring the 
various heterogeneous aspects discussed in this paper.  We 
dealt with the fact that we often felt we had additional 
capacity by adding many “non-promised” tasks to the 
backlog that the team would pick up if time allowed.  This 
was never very effective because, looking back, we believe it 
lacked the commitment necessary to build trust between all 
the Scrum participants, namely amongst the developers 
themselves, and between the development team, SM, PO and 
stakeholders. 

At the start of 2011 the PO proposed that we leverage the 
fact that four months earlier the team, on their own, had 
established that on average a full time developer contributes 
five story points per sprint.  After much discussion the SM 
and development team agreed that we could utilize this 
number to estimate our upcoming sprint velocity, which we 
did starting with the first sprint of 2011.  

 

 
Figure 1.  Sprint Story Point History. 
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This is reflected in the appearance of the “Estimated 
Capacity” line in figure 1 at sprint 01/12/11. While we 
delivered on the 01/12/11 sprint, clearly this new method for 
estimating capacity was not enough for the team to commit 
within our capacity.  It was this continued failure to deliver 
that caused the PO to begin experimenting on his own while 
grooming the product backlog with ideas that would lead to 
the Pre-Sprint Work Balancing methodology described in 
section V below.  You can see the ideas taking effect around 
the 04/06/11 sprint as the promised and estimated lines begin 
to converge.  In the June 2011 time frame the PO proposed 
to the SM that we expose the team and key stakeholders to 
the Pre-Sprint Work Balancing ideas he had been 
experimenting with.  The SM’s initial reaction was less than 
enthusiastic for the reasons described in section VII, 
“Criteria for Success and A Critical Look.”  However, once 
the PO convinced the SM that our team did not fit the normal 
Agile team template because of its heterogeneity, that the 
Pre-Sprint Work Balancing information would only be used 
as “a starting point for negotiations,” and that this in fact 
would help the team meet their commitments, the SM agreed 
and we began implementing the ideas at the 07/20/11 Sprint 
Planning Meeting. 

As can be seen, the impact was immediate with two 
successful sprints in row for the fist time in fiscal year 2011.  
We believe this is the effect of producing for the team the 
estimated and balanced workload described in section V as a 
starting point for sprint planning. Previously, even with a 
good capacity estimate, the team could not see the whole 
picture.  Individuals felt they could deliver on what they felt 
responsible for even though the team, in retrospect, was 
clearly overloaded.  Balancing the workload in the planning 
meeting has encouraged the team to optimize the whole 
instead of just their piece of it.  Clearly, our success has not 
been 100% as we have failed four times over the 13 sprints 
for which we implementing the methodology.  However, 
three of those failures were early in adoption. In addition, 
we have not over committed in the last seven sprints and 
failed to deliver in only one of those seven sprints. 

V. OUR COUNTERINTUITIVE SOLUTION: PRE-SPRINT 
WORK BALANCING 

Our counterintuitive solution to the challenges described 
above created by having a heterogeneous team is to have the 
PO, SM and key stakeholder representatives pre-plan the 
sprint backlog via a Pre-Sprint Work Balancing 
methodology.  This creates a starting point for negotiations 
between the PO and development team at the beginning of 
the Sprint Planning Meeting. 

This methodology would be considered unlikely to work 
for Agile teams since it appears at first glance to blaspheme 
Lean/Agile principles.  Pre-Sprint Work Balancing employs 
the following steps: 

1) Estimate Capacity: Estimate the story points each team 
member can contribute to the sprint.  

2) Estimate Load: Estimate in story points the user stories 
in the potential sprint backlog.  

3) Balance the Workload: Match user stories to 
developers such that required story points equal capacity and 
skill sets, modifying story scope and/or stories in the 
potential sprint backlog as needed to achieve a balance. 

Details of these steps follow, followed in the next section 
by a discussion of why we believe this works.   

1) Estimate Capacity 
Step 1 is to estimate capacity taking into account the 

heterogeneities that will exist in the coming sprint. The goal 
of this step is to estimate the story points each team member 
can contribute to the sprint.  Before each sprint, we use a 
simple formula to achieve this goal, giving us an idea how 
many story points each developer can contribute and what 
the entire team’s sprint velocity will be.  Clearly, this 
requires that we have a mapping between developer 
availability and contributable story points.  A single number 
provides this mapping: SPft, the estimated number of story 
points the average full-time developer can contribute each 
sprint. 

For the Thermal/Fluids Scrum Team this mapping 
occurred during a September 2010 release planning meeting 
with the entire team in a room estimating epic sizes.  We had 
a large number of stories and epics printed out on 8x11 
sheets of paper arranged on a very large wall.  As the 
meeting proceeded and stories were estimated, many with a 
value of five, the team came to the conclusion that five story 
points was equal to what could be deliver every sprint by one 
full-time developer, i.e. SPft.  At this time our velocity was 
averaging around 35 story points per sprint and we had the 
equivalent of approximately seven full time developers, thus 
we had additional evidence that the mapping was correct.  
Since the entire team was present when this conclusion was 
made, this number was immediately placed in the team’s 
collective memory with no chance of removal.  Recall that 
the team began using Scrum in January of 2008, and we 
began using story points at the same time, thus the team had 
over 2-1/2 years of estimating experience behind them and 
had a good deal of experience on which to draw their 
conclusions. 

Please note that we do not track how many story points 
each developer delivers at the end of each sprint, as we are 
only estimating how many they can contribute to the team 
during the next sprint.  We believe tracking individuals is 
counter-productive and bad for team morale as summarized 
in The Agile Samurai [5] and Agile Estimating and Planning 
[6].  We are, however, moving close to what Jonathan 
Rasmusson describes as, “The dark side of project 
management” by not treating velocity as, “A team thing.”  
We expand on this in the next section. 

The formula we use for estimating individual 
contribution capacity is the following: 

 
 SPd = round(SPft a (d-g)/d)  (1) 

 
where: 
SPd = The estimated number of story points a developer will 

be able to contribute to the next sprint. 
SPft = The estimated number of story points a full-time 

developer can contribute each sprint. 
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a = During the next sprint, the developers time allocation 
to the team as a percentage, when the developer is at 
work contributing normally, with normal distractions.  

d = Days in the sprint. 
g = During the next sprint, days the developer is not at 

work and not able to contribute normally (vacations, 
travel,  conferences, classes, all-day meetings, etc.). 

round = A function that rounds to the nearest integer, e.g. 
ROUND(number,0) in Excel.

We round to the nearest integer in order to more easily 
assign multiple developers to a single user story when 
balancing the workload as described below; and to simplify 
calculations overall.  Note that we routinely handicapped 
new developers by reducing their SPd in an attempt to more 
accurately capture their ability to contribute.  

Figure 2 is a picture of one of the team’s whiteboards 
showing how we capture potential capacity before a sprint.  
On the board there are two groups of columns containing a
and g in (1), one group for the current sprint and one for the 
upcoming sprint.  We keep the current sprint for reference as 
we find it useful, mostly during the Daily Standup meeting to 
recall individual allocations for that sprint.  Figure 3 is an 
example of a spreadsheet used to implement the formula 
given in (1). Note that on the whiteboard we do not list 
individual story points, just the total estimated capacity. 

 

 
Figure 2.  Team Capacity Whiteboard for Sprints 02/15/12 and 03/07/12. 

Clearly there are more intricate formulas we could use to 
estimate SPd, but we believe this to be unnecessary and 
unrealistic.  To begin with, there are so many sources of 
uncertainty that trying to pin down individual contribution 
would be a waste of time and could give a feeling of false 
accuracy.  Sources of uncertainly include the story point 
estimates of user stories themselves and the estimation of 
SPft, a, and g in (1), as well as the rounding introduced.  In 
addition, the SPd numbers generated are used below in the 
Balance the Workload step of Pre-Sprint Work Balancing, 
they are not and should not be treated as a stand-alone final 

planning artifact. Most importantly, however, as described in 
the next section, the information generated with the estimate 
is not used to define an end state, it simply helps provide a 
starting point when entering the planning meeting.  
Admittedly, we do use the sum of SPd as our estimated 
capacity, and this is reported as an artifact of planning.  
However, it is a sum, which tends to average out 
inaccuracies, and in practice the estimated capacity has been 
extremely useful.
 

  
Figure 3.  Sample Team Capacity Spreadsheet. 

2) Estimate Load 
The goal of this step is simply to estimate the number of 

story points needed to deliver the user stories in the sprint 
backlog.  The PO does this as part of his ongoing product 
backlog grooming when it becomes apparent that the user 
story may appear in the sprint backlog of the next sprint.  
Ideally, the PO has many developers help make the estimate, 
but usually it is one or two who are familiar with the user 
story or the development activities needed to implement the 
story.  Occasionally, when pressed for time or unavailability 
of developers the PO will do the estimation.  This is not the 
most desirable, but than again, this is just an estimate used 
for the final step, Balance the Workload, and the final 
outcome is just a starting point for the Sprint Planning 
Meeting. 

3) Balance the Workload 
The goal of this exercise is to ensure that the team has 

both the capacity and the skill sets required to complete the 
breadth of work represented by the sprint backlog.  The 
result of this balance is a starting point for the Sprint 
Planning Meeting. 

Given the information generated in the previous two 
steps, the execution of this step is mathematically 
straightforward but programmatically complex. It embodies 
one of the most difficult jobs of the PO, which is to 
maximize the value of the work delivered to the customer at 
the end of the sprint while always remembering to 
optimizing the whole in a Lean Software Development sense 
as taught by the Poppendiecks [7], while constrained by 
available resources. 

Figure 4 is an example of the spreadsheet we use for the 
balancing exercise.  Looking first at the bottom rows, the 
third to last row contains the column sum of the numbers 
above it and represents the total load for the various 
quantities given in that column. The exception for this row is 
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column D, which is the row-sum of the numbers to its right. 
The second to last row contains each developer’s capacity as 
calculated in the Estimate Capacity step above, with column 
D containing the team’s total capacity. 

 

 
Figure 4.  Sample Team Balance Spreadsheet. 

Looking now at the columns, column A has the titles of 
the user stories in the candidate sprint backlog.  Column B 
has the story point estimate from the Estimate Load step 
above.  Column C contains the sum of the story points each 
developer is contributing to the story.  Columns E and 
beyond contain the names of the developers available in the 
upcoming sprint and the story points they are contributing to 
each story.  In our spreadsheet, for the rows with user stories, 
column D contains the simple if statement 

 
 =if(b2>c2,"Under",if(b2<c2,"Over"," ")  (2)  

 
that places the word “Under” if the user story is under 
resourced, “Over” if it is over resourced and a “ ” if it is 
balanced.  The last row contains a similar function the places 
the word “Over” if the developer is over committed and 
“Under” if they are under committed. 

Clearly, the goal is to have all stories have the required 
resources or be over resourced, and all developers be fully or 
under committed.  Having under committed developers 
represents slack in the system, which is desirable from the 
standpoint of queueing theory (see for example Tool 11: 
Queueing Theory [7]). 

The exercise of balancing the workload with the PO, SM 
and key stakeholders present is a sobering experience that 
brings home the reality of cost, scope and schedule to all 
present in the near-term context of the upcoming sprint.  If 
the PO leads the exercise always focusing on delivering 
value and optimizing the whole, we feel the result is an 
excellent point from which to begin the Sprint Planning 
Meeting.  We describe in the next section why we feel this is 
true. 

VI. THE KEY: A STARTING POINT FOR NEGOTIATIONS 

A. Defining a Starting Point 
Clearly, many aspects of our Pre-Sprint Work Balancing 

solution described above go against the Lean/Agile concept 
of a self empowered development team as well as a strict 
interpretation of the Sprint Planning Meeting as described in 
“The Scrum Guide” [1].  It is taught that the PO arrives at the 
planning meeting with a prioritized list of user stories that 
are the potential sprint backlog.  Then this list is presented to 

the development team.  Discussion and negotiations take 
place, which include estimating story-point values for each 
user story, negotiating scope and rewriting acceptance 
criteria.  Ultimately, an agreement is reached between the PO 
and development team as to which stories will be completed 
during the sprint.  This is the sprint backlog. 

During the planning meeting, only members of the 
development team are to assign story-point values, though 
they are encouraged to discuss the user stories with the PO 
and any stakeholders present as needed to determine exactly 
what is being requested so they can make a more accurate 
estimate. 

In addition, while the PO describes what work is to be 
done, the development team decides how the work will be 
completed.  This includes determining which team members 
will do the actual work, and this need not be decided during 
the planning meeting. 

Thus our Pre-Sprint Work Balancing work balancing 
violates the rules of only the development team assigning 
story points and tasking developers to user stories.  Instead, 
the PO is arriving at the planning meeting with user stories 
already story pointed and developers already tasked to 
specific user stories. 

But this is only the starting condition. Going in, it is 
crucial that the team understand that this is simply a starting 
point for negotiations.  The developers are free to adjust 
story points, delegate work, negotiate scope and adjust 
acceptance criteria as is typically done, they have just been 
given a head start. 

We believe this process reduces non-delivery because the 
negotiation is informed by the Pre-Sprint Work Balancing 
and can be very efficient. Naturally, the PO brings in the 
customer perspective and broader picture, while naturally the 
developers bring in the detailed software development skills. 

By Pre-Sprint Work Balancing, we start the sprint 
planning with the big picture needs and an assessment of 
overall team capacity for the sprint.  While it is true that to 
obtain this information we have essentially set up a trial 
sprint including naming developers to tasks, this is only 
presented as a starting point for negotiation. 

B. Iterative Negotiations 
While performing the Pre-Sprint Work Balancing steps, 

we do not waste time on detail because we know there will 
be iteration with the team. Similarly in the Sprint Planning 
Meeting, the PO and SM are not trying to convince the team 
of this plan; they are encouraging them to optimize it. 

If the team cannot, then it was obviously the best plan 
given the resources we spent planning.  But in most cases the 
team can come up with a better plan, with better use of team 
resources and take pride of ownership of the new plan. 

Although not intuitively obvious, this is an iterative 
process that is very much aligned with Agile philosophy, and 
it is improving our delivery. 

C. Its All About Delivery 
It may appear that tying story points to time diminishes 

the value of story point estimating, but this is not necessarily 
the case.  For use as a starting point for sprint negotiation, it 
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captures the reality that there is a delivery required at the end 
of the sprint.  This is based on the capacity and alignment of 
individual skills to tasks requiring delivery. Here is where 
story points re-enter the picture.  Only developers doing the 
work can estimate story points for the task in that sprint 
based on difficulty of task relative to skill sets that will be 
applied.  This analysis will set the overall expectation of 
what will be delivered in the sprint.  Of course, the stories 
delivered must deliver value to the customer.  It is up to the 
PO to ensure that the proposed sprint backlog contains this 
value and it is up to the team to ensure that the final sprint 
backlog upon delivery retains this value. 

What is being proposed here is an efficient negotiation 
process tied to high-value deliverables. It may be clear to the 
reader that by controlling the starting point of the 
negotiation, the SM and PO are apt to oversteer the process. 
In negotiation in general, the one who sets the agenda has the 
upper hand. The goal is not to extract efficiency from the 
team by pointing out deficiency, but by focusing effort 
productively. 

In this context, Scrum has an effective mechanism for 
balancing the developer’s needs against the SM and PO 
needs and that is the retrospective.  If the negotiations are 
producing counter productive effects in the development 
team, then these concerns can, and need to be, aired at 
retrospective time.  Similarly, if the team is just time 
estimating because the SM and PO are not allowing them to 
appropriately take difficulty/alignment into account, then this 
oversight needs correction. 

We have found a strategy that is improving our delivery, 
but we suspect that the details of our strategy are not nearly 
as important as what it provides: a setting for effective 
iterative negotiations where the team can focus on product 
delivery within a context where all can see the big picture. 

VII. CRITERIA FOR SUCCESS AND A CRITICAL LOOK 
We feel there are two strong criteria for the success for 

our Pre-Sprint Work Balancing methodology, and these are 
also the two areas that require the most scrutiny.  The two 
are: 1) a clear understanding by the development team, SM 
and PO that the proposed sprint backlog is just a starting 
point for negotiations, and 2) the number of story points a 
full-time developer can deliver each Sprint, SPft. 

The first criterion for success, the philosophy of a starting 
point for negotiations, is a qualitative attribute of our 
methodology, and we dedicate the previous section to 
describing why we feel it is key to our success.  It is 
important to note two aspects of A Starting Point For 
Negotiations.  First, it is the Pre-Sprint Work Balancing 
activity that allows one to arrive at the Sprint Planning 
Meeting with a starting point for negotiations.  Second, the 
attitude that a pre-planned sprint backlog is simply a staring 
point for negotiations between the PO and development team 
is, we feel, key to our methodology producing a superior 
sprint backlog that allows us to consistently deliver to our 
customers. 

As described in the previous sections, our methodology 
depends on four quantitative attributes every sprint.  The first 
three are an estimated capacity, an estimated workload and a 

balanced workload.  These three rely directly or indirectly on 
the fourth, an estimated value of SPft, the number of story 
points a full-time developer can deliver each sprint.  Of these 
four, we see having SPft as being a criterion for success 
because it is so integral to our methodology. 

Looking critically at our methodology, producing a pre-
planned sprint backlog raises red flags with respect to 
Lean/Agile principles due to the use of SPft, PO-directed pre-
estimated story pointing of user stories and PO-directed 
developer tasking.  Of these, calculating and disseminating 
SPft can truly be seen as dangerous, with the ability to cause 
long-term damage to a team. 

Starting with the non-dangerous attributes, all of these 
can be seen as experimental practices that can be tried, 
refined and accepted or abandoned.  Such experimentation is 
normal, even essential, for a healthy Agile team. 

The damage caused by the creation of SPft and its 
dissemination can be irreversible.  Most importantly, it can 
destroy the team’s ability to estimate user stories based on 
relative effort [5] and instead cause them to rely on time 
estimation. In addition, once stakeholders and managers 
become aware of the mapping, they can immediately use it 
for time and resource allocation as well as budgeting, 
something that Agile teams may want decoupled from Story 
Point estimates. 

The developers on our Scrum team came up with SPft 
themselves, so we did not have to make the decision on 
whether or not to use it.  Since the number was introduced 
after the team had 2-1/2 years of story-point estimating 
experience, the developers did not lose their ability to 
estimate based on relative effort.  When new developers 
come onto the team, even though they are aware of the 
mapping, the team-culture quickly conditions them to use 
relative effort when estimating.   

If a PO and SM would like to begin using our 
methodology immediately, they obviously can do so once 
they know the team’s velocity.  They will have this after the 
first sprint, though the usefulness of early velocity numbers 
is questionable.  In order to preserve the team’s ability to 
objectively assign story-point values to user stories, the PO 
and SM can choose not to divulge SPft to the team.  This 
would also preclude the use of the full pre-planned sprint 
backlog during the planning meeting as it would be difficult 
to show a developers capacity in story points without 
acknowledging the presence of SPft.  Not revealing the full 
pre-planned sprint backlog would begin the meeting at a 
different starting point for negotiation than we describe. 

More importantly, however, less than full disclosure goes 
against one of the three pillars of empirical process control 
theory on which Scrum is based, transparency [1], and 
should be done only after consideration of the ramifications.  
For example, without the one pillar, how will the other two, 
inspection and adaptation, naturally occur?  In addition, how 
will the team react when they find out a story point per full-
time developer value was being used to estimate their 
capacity? 

Whatever the path chosen, we recommend the decisions 
made be constantly revisited. 
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VIII. CONCLUSIONS 
It has taken our team over four years to finally find a 

system with which we feel we can consistently deliver for 
our stakeholders.  We believe it has taken us this long 
because we had to first realize the root of our challenges was 
our heterogeneity, then we had to accept it, and then we had 
to determine a method to address it. 

We refer to the methodology we developed as Pre-Sprint 
Work Balancing. It relies on two factors: an estimate of the 
number of story points an average full-time developer can 
deliver during a sprint, and an attitude that the pre-planned 
sprint backlog presented at the Sprint Planning Meeting is 
simply a starting point for negotiations. 

We fully realize how our approach when first seen 
appears to go against many of the principles of Lean/Agile 
software development, but we believe that it is because it 
utilizes Lean/Agile principles that it is successful.  First, it 
allows the final sprint backlog to be produced iteratively, 
utilizing the best information available at the time. Because 
of the attitude of each step simply being a starting point for 
negotiations, we allow ourselves to use the information not 
as an absolute, but as a building block for the next iteration. 
Second, it allows us to optimize the whole when creating the 
sprint backlog by placing the work to be done within the 
reality of limited resources having to deliver a high-value 
product at the end of the sprint. 

We believe we have found a system that works for us.  
We understand that its exact implementation may be difficult 
to replicate with other Agile teams due to its reliance on a 
mapping between story points and a developer’s time.  
However, we encourage others who are having similar 
problems to look at their team’s heterogeneity and see if that 
is the cause of their problems.  If so, and if conventional 
solutions that reduce heterogeneity are not practical, we hope 
that looking for solutions in the context of why our solutions 
worked for us will be helpful.  
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